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 TOTAL QUESTIONS:360 
 
 

  Question: 1  
 

You are tasked with deploying a highly available application in OpenShift. Create a Deployment using 
YAML to deploy the nginx container with three replicas, ensuring that it runs successfully. Verify that the 
Deployment is active, all replicas are running, and the application can serve requests properly. Provide a 
complete walkthrough of the process, including necessary commands to check deployment status. 

 
Answer: See the Solution below. 

 
Solution: 

1. Create a Deployment YAML file named nginx-deployment.yaml with the following content: 

apiVersion: apps/v1 
kind: Deployment 
metadata: 

name: nginx-deployment 
labels: 
app: nginx 

spec: 
replicas: 3 
selector: 

matchLabels: 
app: nginx 

template: 
metadata: 
labels: 
app: nginx 

spec: 
containers: 
- name: nginx 
image: nginx:latest 
ports: 
- containerPort: 80 

 
2. Deploy the file using the command: 

kubectl apply -f nginx-deployment.yaml 

3. Check the status of the deployment: 

kubectl get deployments 
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kubectl get pods 
 

4. Test the application by exposing the Deployment: 
 

kubectl expose deployment nginx-deployment --type=NodePort --port=80 
kubectl get svc 

 
5. Use the NodePort and cluster IP to confirm that the application is serving requests. 

 
Explanation: 

 
Deployments provide a scalable and declarative way to manage applications. YAML manifests ensure 
the configuration is consistent, while NodePort services expose the application for testing. Verifying 
replicas ensures that the application is running as expected and resilient. 

 

  Question: 2  
 

Your team requires an application to load specific configuration data dynamically during runtime. Create 
a ConfigMap to hold key-value pairs for application settings, and update an existing Deployment to use 
this ConfigMap. Provide a complete YAML definition for both the ConfigMap and the updated 
Deployment, and demonstrate how to validate that the configuration is applied correctly. 

 
Answer: See the Solution below. 

 
Solution: 

1. Create a ConfigMap YAML file named app-config.yaml: 

apiVersion: v1 
kind: ConfigMap 
metadata: 

name: app-config 
data: 

APP_ENV: production 
APP_DEBUG: "false" 

 
2. Apply the ConfigMap using: 

 
kubectl apply -f app-config.yaml 

3. Update the Deployment YAML to reference the ConfigMap: 

apiVersion: apps/v1 
kind: Deployment 
metadata: 

name: app-deployment 
spec: 

replicas: 1 
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selector: 
matchLabels: 
app: my-app 

template: 
metadata: 
labels: 
app: my-app 

spec: 
containers: 
- name: app-container 
image: nginx:latest 
env: 
- name: APP_ENV 

valueFrom: 
configMapKeyRef: 

name: app-config 
key: APP_ENV 

- name: APP_DEBUG 
valueFrom: 
configMapKeyRef: 

name: app-config 
key: APP_DEBUG 

 
4. Apply the updated Deployment: 

 
kubectl apply -f app-deployment.yaml 

 
5. Verify the pod environment variables: 

 
kubectl exec -it <pod-name> -- env | grep APP 

 
Explanation: 

 
ConfigMaps decouple configuration data from the application code, enabling environment-specific 
settings without altering the deployment logic. Using environment variables from ConfigMaps ensures 
flexibility and reduces maintenance complexity. 

 

  Question: 3  
 

Your cluster requires an application to be exposed to external users. Use the OpenShift CLI to expose 
an application running on the nginx Deployment as a service, making it accessible via NodePort. Provide 
step-by-step instructions, including testing the accessibility of the service from the host machine. 

 
Answer: See the Solution below. 

 
Solution: 

 
1. Expose the Deployment as a NodePort service: 
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kubectl expose deployment nginx-deployment --type=NodePort --port=80 
 

2. Retrieve the service details: 
 

kubectl get svc 
 

3. Identify the NodePort and access the application using <Node-IP>:<NodePort> in a browser or curl: 

curl http://<Node-IP>:<NodePort> 

Explanation: 
 

NodePort services allow external access to applications for testing or specific use cases. This ensures 
that developers and testers can interact with the application from outside the cluster without requiring 
advanced ingress configurations. 

 

  Question: 4  
 

Your organization needs a shared storage solution for an application running on OpenShift. Configure a 
PersistentVolume (PV) and a PersistentVolumeClaim (PVC), and update an existing Deployment to use 
this storage. Include a demonstration of how to validate that the storage is mounted correctly in the 
application pods. 

 
Answer: See the Solution below. 

 
Solution: 

1. Create a PersistentVolume YAML file: 

apiVersion: v1 
kind: PersistentVolume 
metadata: 

name: shared-pv 
spec: 

capacity: 
storage: 1Gi 

accessModes: 
- ReadWriteOnce 
hostPath: 

path: /data/shared-pv 

2. Create a PersistentVolumeClaim YAML file: 

apiVersion: v1 
kind: PersistentVolumeClaim 
metadata: 

name: shared-pvc 
spec: 
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accessModes: 
- ReadWriteOnce 
resources: 

requests: 
storage: 1Gi 

 
3. Update the Deployment YAML to use the PVC: 

 
volumes: 
- name: shared-storage 

persistentVolumeClaim: 
claimName: shared-pvc 

containers: 
- name: app-container 

image: nginx:latest 
volumeMounts: 
- mountPath: "/usr/share/nginx/html" 
name: shared-storage 

 
4. Apply the updated Deployment and verify: 

 
kubectl exec -it <pod-name> -- ls /usr/share/nginx/html 

 
Explanation: 

 
Persistent volumes and claims abstract storage allocation in Kubernetes. By binding PVs to PVCs, 
applications can use persistent storage seamlessly across deployments, ensuring data persistence 
beyond pod lifecycles. 

 

  Question: 5  
 

Configure a Role-based Access Control (RBAC) setup to allow a user named dev-user to list all pods in 
the test-project namespace. Provide YAML definitions for the Role and RoleBinding, and demonstrate 
how to verify the permissions. 

 
Answer: See the Solution below. 

 
Solution: 

 
1. Create a Role YAML file: 

 
apiVersion: rbac.authorization.k8s.io/v1 
kind: Role 
metadata: 

namespace: test-project 
name: pod-reader 

rules: 
- apiGroups: [""] 



Exam Dumps 6/270 

 

 

 

resources: ["pods"] 
verbs: ["get", "list"] 

 
2. Create a RoleBinding YAML file: 

 
apiVersion: rbac.authorization.k8s.io/v1 
kind: RoleBinding 
metadata: 

name: read-pods-binding 
namespace: test-project 

subjects: 
- kind: User 

name: dev-user 
roleRef: 

kind: Role 
name: pod-reader 
apiGroup: rbac.authorization.k8s.io 

 
3. Apply the Role and RoleBinding: 

 
kubectl apply -f role.yaml 
kubectl apply -f rolebinding.yaml 

 
4. Verify the user’s permissions: 

 
kubectl auth can-i list pods --as dev-user -n test-project 

 
Explanation: 

 
RBAC provides fine-grained access control, enabling administrators to assign specific permissions to 
users or groups. Verification ensures the intended access level is configured. 

 

  Question: 6  
 

Troubleshoot a pod stuck in the CrashLoopBackOff state. Investigate and resolve an issue where the 
application fails due to a missing environment variable. Provide commands to identify the problem and 
fix it. 

 
Answer: See the Solution below. 

 
Solution: 

 
1. Check the pod’s status: 

kubectl get pods 

2. View the pod logs: 
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kubectl logs <pod-name> 
 

3. Describe the pod to identify configuration issues: 
 

kubectl describe pod <pod-name> 

4. Fix the missing environment variable by updating the Deployment: 

kubectl edit deployment <deployment-name> 
Add the required environment variable under the env section. 

 
5. Verify the pod restart: 

 
kubectl get pods 

 
Explanation: 

 
CrashLoopBackOff indicates repeated failures. Investigating logs and descriptions often reveals 
misconfigurations. Updating the Deployment resolves the issue without redeploying the entire 
application. 

 

  Question: 7  
 

Use the OpenShift CLI to back up the resource configuration of the test-project namespace into a single 
file. Provide commands to export and restore these resources. 

 
Answer: See the Solution below. 

 
Solution: 

 
1. Export resources: 

 
kubectl get all -n test-project -o yaml > test-project-backup.yaml 

 
2. To restore, apply the backup file: 

 
kubectl apply -f test-project-backup.yaml 

 
Explanation: 

 
Exporting resource configurations allows administrators to create backups for disaster recovery. 
Applying the backup ensures that the namespace state can be restored quickly. 

 

  Question: 8  
 

Deploy an application using a Helm chart. Use the nginx chart from the stable repository and provide 
instructions to customize the deployment. 
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Answer: See the Solution below. 
 

Solution: 
 

1. Add the stable Helm repository: 
 

helm repo add stable https://charts.helm.sh/stable 
 

2. Install the nginx chart: 
 

helm install nginx-app stable/nginx --set replicaCount=3 
 

3. Verify the deployment: 
 

kubectl get pods 
 

Explanation: 
 

Helm simplifies application deployment by packaging pre-configured resources. Customizing values 
during installation ensures the deployment meets specific requirements. 

 

  Question: 9  
 

Set up OpenShift monitoring to send email alerts when CPU usage exceeds 80% for any node. Include 
steps to configure an alert in Prometheus. 

 
Answer: See the Solution below. 

 
Solution: 

 
1. Edit the Prometheus configuration: 

 
kubectl edit configmap prometheus-config -n openshift-monitoring 
Add an alert rule: 

 
groups: 
- name: node.rules 

rules: 
- alert: HighCPUUsage 

expr: instance:node_cpu_utilisation:rate1m > 0.8 
for: 2m 
labels: 
severity: warning 
annotations: 
summary: "Node CPU usage is high" 
description: "CPU usage is above 80% for {{ $labels.instance }}" 

 
2. Restart Prometheus: 
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kubectl rollout restart deployment prometheus -n openshift-monitoring 
 

Explanation: 
 

Setting up alerts ensures proactive monitoring. Prometheus rules allow administrators to customize 
alerts for specific metrics. 

 

  Question: 10  
 

Inspect all events in the cluster and filter for warnings related to pods. Provide commands to gather and 
analyze the data. 

 
Answer: See the Solution below. 

 
Solution: 

 
1. List all events in the cluster: 

 
kubectl get events --all-namespaces 

 
2. Filter for pod-related warnings: 

 
kubectl get events --all-namespaces | grep Pod 

 
Explanation: 

 
Cluster events provide a timeline of activities. Filtering warnings helps identify potential issues requiring 
attention. 

 

  Question: 11  
 

View logs from all containers in a multi-container pod. Provide the command and describe how to 
analyze the logs for issues. 

 
Answer: See the Solution below. 

 
Solution: 

 
1. Retrieve logs for each container: 

 
kubectl logs <pod-name> -c <container-name> 

 
Explanation: 

 
In multi-container pods, analyzing individual container logs ensures no component issues are missed, 
enabling targeted troubleshooting. 
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  Question: 12  
 

Deploy an application that uses a Secret to store database credentials. Create the Secret and 
demonstrate how to inject it into the application. 

 
Answer: See the Solution below. 

 
Solution: 

 
1. Create a Secret: 

 
kubectl create secret generic db-secret --from-literal=username=admin --from-literal=password=secret 

 
2. Reference the Secret in the Deployment YAML: 

 
env: 
- name: DB_USER 

valueFrom: 
secretKeyRef: 
name: db-secret 
key: username 

- name: DB_PASS 
valueFrom: 

secretKeyRef: 
name: db-secret 
key: password 

 
Explanation: 

 
Secrets securely store sensitive data like credentials. Referencing them in Deployments ensures that 
applications receive the data without exposing it in configurations. 

 

  Question: 13  
 

Manually schedule a pod on a specific node in the cluster by using a nodeSelector. Create a pod 
definition YAML and demonstrate how to verify that the pod is running on the desired node. 

 
Answer: See the Solution below. 

 
Solution: 

1. Create a pod YAML file node-selector-pod.yaml: 

apiVersion: v1 
kind: Pod 
metadata: 

name: nginx-pod 
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spec: 
containers: 
- name: nginx 
image: nginx:latest 
nodeSelector: 

kubernetes.io/hostname: <node-name> 
 

2. Apply the pod YAML: 
 

kubectl apply -f node-selector-pod.yaml 
 

3. Verify the pod’s node placement: 
 

kubectl get pods -o wide 
 

Explanation: 
 

Using nodeSelector ensures that specific workloads run on designated nodes, enabling targeted 
resource allocation and optimized cluster performance. 

 

  Question: 14  
 

Perform a rolling update of an application to upgrade the nginx image from 1.19 to 1.21. Ensure zero 
downtime during the update and verify that all replicas are running the new version. 

 
Answer: See the Solution below. 

 
Solution: 

 
1. Update the Deployment: 

 
kubectl set image deployment/nginx-deployment nginx=nginx:1.21 

 
2. Monitor the rollout status: 

 
kubectl rollout status deployment/nginx-deployment 

 
3. Verify the updated pods: 

 
kubectl get pods -o wide 
kubectl describe pods | grep "nginx:1.21" 

 
Explanation: 

 
Rolling updates replace pods incrementally, ensuring that applications remain available during the 
update process. Monitoring confirms the successful rollout. 
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  Question: 15  
 

Use a Horizontal Pod Autoscaler (HPA) to scale the nginx Deployment based on CPU utilization. Create 
an HPA YAML definition, apply it, and simulate a CPU load to verify the scaling behavior. 

 
Answer: See the Solution below. 

 
Solution: 

 
1. Create an HPA YAML file hpa.yaml: 

 
apiVersion: autoscaling/v2beta2 
kind: HorizontalPodAutoscaler 
metadata: 

name: nginx-hpa 
spec: 

scaleTargetRef: 
apiVersion: apps/v1 
kind: Deployment 
name: nginx-deployment 

minReplicas: 2 
maxReplicas: 5 
metrics: 
- type: Resource 
resource: 
name: cpu 
target: 
type: Utilization 
averageUtilization: 50 

 
2. Apply the HPA: 

 
kubectl apply -f hpa.yaml 

 
3. Simulate CPU load on pods and monitor scaling: 

 
kubectl run stress --image=alpine -- sh -c "apk add stress && stress --cpu 1" 
kubectl get hpa 

 
Explanation: 

 
HPA dynamically adjusts the number of pods to match workload demands, ensuring efficient resource 
usage while maintaining application performance. 

 

  Question: 16  
 

Back up etcd data from the OpenShift cluster control plane and explain how to restore it in case of a 
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failure. 
 

Answer: See the Solution below. 
 

Solution: 
 

1. Backup etcd data: 
 

ETCDCTL_API=3 etcdctl --endpoints=<etcd-endpoint> \ 
--cacert=/path/to/ca.crt \ 
--cert=/path/to/etcd-client.crt \ 
--key=/path/to/etcd-client.key snapshot save /backup/etcd-backup.db 

 
2. Verify the backup: 

 
ETCDCTL_API=3 etcdctl snapshot status /backup/etcd-backup.db 

 
3. Restore etcd data: 

 
ETCDCTL_API=3 etcdctl snapshot restore /backup/etcd-backup.db \ 
--data-dir=/path/to/new-data-dir 

 
Explanation: 

 
Backing up etcd ensures that critical cluster state information can be recovered during disasters. 
Restoring from snapshots minimizes downtime and restores cluster integrity. 

 

  Question: 17  
 

Troubleshoot a persistent volume claim (PVC) stuck in Pending state. Identify and resolve common 
issues such as storage class misconfiguration or unavailable PVs. 

 
Answer: See the Solution below. 

 
Solution: 

 
1. Check the PVC details: 

 
kubectl describe pvc <pvc-name> 

 
2. Verify PV availability and matching storage class: 

kubectl get pv 

3. Fix the storage class or provision a new PV if needed: 

storageClassName: <correct-storage-class> 
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4. Reapply the PVC and verify binding: 
 

kubectl get pvc 
 

Explanation: 
 

PVC issues often stem from mismatches between PVC requests and available PV configurations. 
Resolving these ensures seamless storage provisioning for applications. 

 

  Question: 18  
 

Audit all changes made to the resources in a namespace over the past day. Enable audit logging and 
provide commands to analyze logs for specific events. 

 
Answer: See the Solution below. 

 
Solution: 

 
1. Enable audit logging by editing the API server configuration: 

 
kubectl edit cm kube-apiserver -n kube-system 
Add audit logging flags: 

 
--audit-log-path=/var/log/audit.log 
--audit-log-maxage=10 
--audit-log-maxbackup=5 

 
2. Restart the API server and analyze logs: 

 
tail -n 100 /var/log/audit.log | grep <namespace> 

 
Explanation: 

 
Audit logs provide a comprehensive record of cluster activity, enabling administrators to trace and 
analyze changes for security and compliance purposes. 

 

  Question: 19  
 

Configure OpenShift logging to send application logs to an external Elasticsearch cluster. Include steps 
for Fluentd configuration and validation. 

 
Answer: See the Solution below. 

 
Solution: 

 
1. Edit the Fluentd ConfigMap in OpenShift: 
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kubectl edit cm fluentd -n openshift-logging 
Add the Elasticsearch output: 

 
<match **> 

@type elasticsearch 
host elasticsearch.example.com 
port 9200 
logstash_format true 

</match> 
 

2. Restart Fluentd: 
 

kubectl rollout restart daemonset/fluentd -n openshift-logging 
 

3. Verify logs in Elasticsearch. 
 

Explanation: 
 

Integrating with Elasticsearch centralizes log management and supports advanced querying and 
visualization, aiding in operational monitoring. 

 

  Question: 20  
 

Use OpenShift product documentation to identify the steps for upgrading the cluster from version X to 
version Y. Demonstrate how to validate that the upgrade completed successfully. 

 
Answer: See the Solution below. 

 
Solution: 

 
1. Access the OpenShift documentation: 

oc adm upgrade 

2. Perform a pre-upgrade check: 

oc adm preflight-check 

3. Start the upgrade: 
 

oc adm upgrade --to-latest 
 

4. Verify the cluster version: 

oc version 

Explanation: 
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Following official documentation ensures that cluster upgrades adhere to recommended practices, 
minimizing risks and maintaining system stability. 

 

  Question: 21  
 

Deploy an application across multiple namespaces using a common Deployment YAML file. Include 
steps to create the namespaces, apply the deployment, and verify that the pods are running in each 
namespace. 

 
Answer: See the Solution below. 

 
Solution: 

 
1. Create namespaces: 

 
kubectl create namespace ns1 
kubectl create namespace ns2 

2. Create a Deployment YAML file app-deployment.yaml: 

apiVersion: apps/v1 
kind: Deployment 
metadata: 

name: multi-namespace-app 
spec: 

replicas: 2 
selector: 

matchLabels: 
app: sample-app 

template: 
metadata: 
labels: 
app: sample-app 

spec: 
containers: 
- name: app-container 
image: nginx:latest 

 
3. Apply the deployment in each namespace: 

 
kubectl apply -f app-deployment.yaml -n ns1 
kubectl apply -f app-deployment.yaml -n ns2 

 
4. Verify the pods: 

 
kubectl get pods -n ns1 
kubectl get pods -n ns2 
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Explanation: 
 

Deploying across namespaces ensures workload isolation while reusing common configurations. 
Verification confirms that resources are created and operational. 

 

  Question: 22  
 

Simulate and troubleshoot a pod network issue where a pod cannot communicate with a service in the 
same namespace. Provide steps to identify and resolve the problem. 

 
Answer: See the Solution below. 

 
Solution: 

 
1. Check the pod's DNS resolution: 

 
kubectl exec <pod-name> -- nslookup <service-name> 

 
2. Verify service and endpoint configuration: 

 
kubectl get svc 
kubectl describe svc <service-name> 
kubectl get endpoints 

 
3. Diagnose network policies: 

 
kubectl get networkpolicy 

 
4. Resolve by updating or removing problematic network policies. 

 
Explanation: 

 
Pod network issues can stem from DNS, service misconfigurations, or restrictive network policies. 
Systematic diagnosis ensures efficient resolution. 

 

  Question: 23  
 

Implement a pod disruption budget (PDB) to ensure that at least one pod of a deployment is always 
running during maintenance events. Create a YAML file for the PDB and apply it to a deployment. 

 
Answer: See the Solution below. 

 
Solution: 

 
1. Create a PDB YAML file pdb.yaml: 

apiVersion: policy/v1 
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kind: PodDisruptionBudget 
metadata: 

name: pdb-sample 
spec: 

minAvailable: 1 
selector: 

matchLabels: 
app: sample-app 

 
2. Apply the PDB: 

 
kubectl apply -f pdb.yaml 

 
3. Verify the PDB: 

 
kubectl get pdb 

 
Explanation: 

 
PDBs maintain application availability during voluntary disruptions, such as node upgrades, by defining 
minimum operational pod thresholds. 

 

  Question: 24  
 

Create a custom OpenShift project with resource quotas to limit CPU and memory usage for all pods. 
Include YAML definitions for the project and quota. 

 
Answer: See the Solution below. 

 
Solution: 

 
1. Create a project: 

 
oc new-project custom-project 

2. Define a resource quota quota.yaml: 

apiVersion: v1 
kind: ResourceQuota 
metadata: 

name: project-quota 
spec: 

hard: 
requests.cpu: "2" 
requests.memory: 4Gi 
limits.cpu: "4" 
limits.memory: 8Gi 
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3. Apply the quota: 
 

kubectl apply -f quota.yaml -n custom-project 
 

4. Verify the quota: 
 

kubectl describe quota project-quota -n custom-project 
 

Explanation: 
 

Resource quotas prevent overconsumption of cluster resources, ensuring fair allocation and stability 
across multiple projects. 

 

  Question: 25  
 

Configure a readiness probe for an application to ensure that traffic is sent only to pods that are fully 
ready. Include steps to create the probe in the Deployment YAML and test its functionality. 

 
Answer: See the Solution below. 

 
Solution: 

 
1. Update the Deployment YAML: 

 
readinessProbe: 

httpGet: 
path: / 
port: 80 

initialDelaySeconds: 5 
periodSeconds: 10 

 
2. Apply the updated Deployment: 

 
kubectl apply -f app-deployment.yaml 

 
3. Verify the readiness status: 

 
kubectl get pods 
kubectl describe pod <pod-name> 

 
Explanation: 

 
Readiness probes prevent traffic routing to unready pods, enhancing application reliability by ensuring 
pods are functional before handling requests. 

 

  Question: 26  


